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[bookmark: _Toc299985485][bookmark: _Toc363487970]TRMV – Triangular Matrix Vector Multiplication
[bookmark: _Toc299985486][bookmark: _Toc363487971]REQUIREMENT
TRMV performs one of the matrix-vector operations

     x := A*x,   or   x := OP(A)*x,

Where 
a. “x” is an “n” element vector 
b. “A” is an “n by n” unit, or non-unit, upper or lower triangular matrix
c. Data Type can be “Single”, “Double”, “Single Complex” or “Double Complex”
d. Ordering of data in the matrix can be either “Row Major” or “Column Major”
e. OP(A) could be “Transpose” or “Conjugate (Hermitian) Transpose”
a. The conjugate transpose is applicable only for “Complex” variants of this function
[bookmark: _Toc299985487][bookmark: _Toc363487972]API

[bookmark: _Toc299985488][bookmark: _Toc363487973]Single Precision STRMV
clAmdBlasStatus CLBLASAPI
clAmdBlasStrmv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

[bookmark: _Toc299985489][bookmark: _Toc363487974]Double Precision DTRMV
clAmdBlasStatus CLBLASAPI
clAmdBlasDtrmv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

[bookmark: _Toc299985490][bookmark: _Toc363487975]Single Complex CTRMV
clAmdBlasStatus CLBLASAPI
clAmdBlasCtrmv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);


[bookmark: _Toc299985491][bookmark: _Toc363487976]Double Complex ZTRMV
clAmdBlasStatus CLBLASAPI
clAmdBlasZtrmv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

[bookmark: _Toc299985492][bookmark: _Toc363487977]DESIGN
This section will only address “Column Major” data format. All the “Row Major” variants of TRMV can be derived from “Column Major” variants. This aspect is discussed in the next section.
There are 4 major variants of TRMV that need to be designed separately. They are as follows:
1.  “Lower Triangular” 
2. “Upper Triangle” 
3.  “Lower Triangle Transpose”
4.  “Upper Triangle transpose”
Aspects like “data-type” of the matrix (or) the matrix being unit or non-unit triangular does “not” affect the design.
This section lists the parallel-design for the all the 4 cases below.
[bookmark: _Toc299985493][bookmark: _Toc363487978]DESIGN - Column-Major Lower Triangular (CM-LT)
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1
 – TRMV – Column Major Lower Triangle
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Figure 1 shows the parallel breakdown scheme for this case.  Each work-group is assigned a group of rows. Each work-group carries out matrix-vector operation for a group of rows.  As seen in Figure 1, the group of rows assigned to work-group forms a trapezium. The rectangular portion of the trapezium is shown in dark-blue and another smaller sub-trapezium is shown in light-blue. 
The dark-blue rectangular region represents the “vectorized” code-path for the kernel. The kernel uses vectorized loads and vector-math in this path. Thus, a logical 2D work-group of size X*Y can handle Y*VECTOR_WIDTH number of Rows and “X” number of columns at a given time. 
The light-blue region represents the “non-vectorized (scalar)” code-path of the kernel. The light-blue region occurs towards the end of the bunch of rows. The size also depends on the width of the logical 2D work-group. Larger the width, greater is the chance of a larger remainder and hence greater the size of the light-blue (scalar) region
There is a reason for the “Backward” numbering of work-groups in Figure 1. Since the design divides the height of the “A” matrix among workgroups, the last workgroup can inherit a “Trapezium” that is less than the “vector width”. This last trapezium has to be processed in a scalar fashion. Using backward numbering of work-groups minimizes the size of the trapezium to an extent where scalar-processing does not affect the performance of TRMV.

[bookmark: _Toc299985494]Advantages
· Maximizes vector processing and Minimizes Scalar Processing
· Successive blocks work on successive memory regions resulting in uniform memory pressure (channel conflicts do not affect performance)
· Threads sharing the same column need access to the same “vector” element. The Vector element can be loaded once into local memory and then re-used by all threads in the work-group. 
· Local memory broadcast feature can be used to access the vector-element effectively.
· A “quarter” wavefront (or) a multiple of it is an ideal-choice for “Y” component of the 2D work-group
· However, this assumes that AMD hardware schedules the Y component threads together in a quarter-wavefront.
· It will be more prudent to spawn a 1D work-group and logically make the Y component to be assigned to successive Thread-IDs.
· The same point surfaces when doing the lower-matrix transpose case well. Please refer the section on Lower-Triangular matrix Transpose case for more details.
· Threads sharing the same column load consecutive data elements from memory resulting in coalesced memory access
· This is one more reason for having a multiple of “quarter” wavefront as the “Y” component of the 2D work-group
· While processing the vectorized region (dark-blue rectangle), Individual threads of a work-group can accumulate results in “registers” instead of local memory. Thus “no” local memory is utilized to store the “A” matrix values OR any intermediate values
· Shared memory is used only after processing the dark-blue rectangle
[bookmark: _Toc299985495]Points to Ponder
· The height of the “rectangular” thread-block (Dark-Blue region in Figure 1) directly affects the total number of blocks spawned.
· The height is determined by the “Y” component of the logical 2D work-group and the “vector-size” chosen
· An optimal value needs to be chosen by experimentation
· Since the “X” vector needs to be updated at the end of the BLAS API call, the parallel-implementation needs to make a copy of “X” vector into a second buffer that serves as read-only buffer for the kernel. The kernel can then update the values into the “X” buffer.
· Without separate READ/WRITE buffers for the “X” vector, the kernel is prone to READ/WRITE races among workgroups. Since workgroups cannot be synchronized, the requirement of making a copy cannot be avoided.
· This requires the TRMV routine to allocate and release temporary buffers which can hurt performance
· Pre-allocation of buffers at API-level is an option – AMD’s advice needed
· Pre-allocation need not necessarily happen during library initialization time – Lazy allocation is an option.
· Lazy Allocation - The temporary buffer can be allocated during the first use and preserved for subsequent uses as long as the “vector size” remains <= the cached temporary buffer. When the requested “vector size” becomes > the cached temporary buffer size, the implementation can choose to release the temporary buffer and re-allocate a new one. 
· The policy to either retain or dispose the new temporary buffer after usage can be dependent on the “vector size” and the amount of GPU memory present in the system.

[bookmark: _Toc299985496][bookmark: _Toc363487979]Alternate Designs

· Design based on OpenCL Images 
· Pros 
· OpenCL Images is a good alternate choice to maximize use of L1 cache
· Since both A matrix and the read-only copy of X-vector are read-only for the kernel, OpenCL images can be used to take advantage of L1 cache.
· Caveats
· Matrix/Vector has to be copied to an OpenCL Image
· Matrix copy is an expensive operation as it takes O(N^2) which is also the Order of time taken to execute TRMV
· Vector copy is also expensive because BLAS specifies that the vector need not be continuous (See “incx” argument). Non-continuous vectors need to be compacted before copying into image.
· These are expensive operations and will offset any performance gain obtained by using them.

· Assign a work-group to process a COLUMN instead of a ROW
· Pros
· The entire “X” Vector need to be accessed ONLY ONCE
· Cons
· The main kernel needs to be followed up with another kernel to “REDUCE” intermediate results for each row
· Intermediate-buffer needed to hold the result of the first kernel
· Size of this buffer is O(N^2)
[bookmark: _Toc299985497][bookmark: _Toc363487980]DESIGN - Column-Major Upper Triangular (CM-UT)
The design of the column-major upper triangular matrix-vector routine is in the same lines of the lower-triangular counterpart. The Upper-triangular region of a matrix is a mirror reflection of the lower-triangular region across the diagonal. The design of this routine too reflects the same aspect. This can be seen in the figure below.
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Figure 
2
 – TRMV - Column Major Upper Triangular
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The basic design remains the same as the “Lower Triangular”. Each work-group is assigned a group of rows. The work-group scans the matrix from Right to Left loading “A” matrix elements, multiplying them with vector elements and accumulating results in registers. The vector elements are cached in local memory so that they are re-used for multiple rows controlled by the work-group. 
The Dark-Blue region represents the “vectorized” portion of the kernel. Majority of the kernel is vectorized. The light-blue region is non-vectorized and scalar. The numbering of the work-groups makes sure the scalar computation is confined only to the tip of the triangle and not to the wider-base of the triangle.
The advantages and disadvantages of this design are the same as discussed for Column Major Lower-Triangular matrix section as discussed in previous section of this document.
[bookmark: _Toc299985498][bookmark: _Toc363487981]DESIGN - Column-Major Lower Triangular Transpose (CM-LT-T)
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Figure 
3
 - TRMV - Column Major Lower Triangle Transpose
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Each workgroup is assigned a group of columns. Since the multiplication with vector is done after taking transpose (logically), each column of the lower-triangular matrix needs to be multiplied with the vector. Hence the design assigns a group of columns to each workgroup.
[bookmark: _Toc299985499]Advantages
· Each workgroup iterates from bottom to top accumulating values in registers. The dark-blue portion in Figure 3 can be implemented using vectorized loads and vectorized math. The light-blue region corresponds to regions which are vector-unfriendly.
· The “X” vector elements are re-used among different columns in the same work-group. Hence “X” vector elements can be loaded in “Shared Memory” and then re-used among all threads in a work-group. 
· All threads in the X-component of the work-group access the same “X” vector element. The local memory broadcast feature can be exploited for this. 
· However, this aspect depends on how exactly the AMD hardware schedules a 2D work-group. This can be overcome by using a 1D work-group and then logically treat it as a 2D work-group such that successive threads correspond to successive X-component.
· This requirement directly contradicts with “Lower Triangle” (non-transpose) case where each thread in Y component needs access to the same vector element. Hence this design recommends implementations to use 1D workgroup and then logically treat it as a desired logical 2D workgroup.
[bookmark: _Toc299985500]Points to Ponder
· There is a potential for “channel conflict” reducing the performance of this design
· All blocks start from memory addresses separated by multiple of “lda*sizeof(DATA_TYPE)”. Depending on the “lda” and the “data-type” used, blocks may content for the same memory channel resulting in conflicts and reduced performance

[bookmark: _Toc299985501][bookmark: _Toc363487982]DESIGN - Column-Major Upper Triangular Transpose (CM-UT-T)
 (
Figure 
4
 - Column Major - Upper Triangle Transpose
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The upper-triangle transpose case works pretty much the same as the lower-triangular transpose case. Work groups are assigned to a group of columns as seen in Figure 4 . Elements of “X” vector are shared among work-items of the work-group. Work-items iterate through the column accumulating values in registers. As with other designs, the dark-blue portion can be completely vectorized. The light-blue portion corresponds to “scalar” implementation.
[bookmark: _ROW_&_COLUMN][bookmark: _Toc299985502][bookmark: _Toc363487983]ROW & COLUMN MAJOR - EQUIVALENCE
The representation of the vector in both row and column major data formats will be the same as it is one-dimensional. It is the A matrix whose representation will change between Row and Column major orders. 
To illustrate, here is a small example:
Consider a lower triangle of a 4x4 matrix. The data elements can enumerated in the order they appear in memory for column major as follows:
0
1	4
2	5	7
3	6	8	9
For column-major data format, the triangle appears in physical memory in the order 0, 1, 2, 3, 4, 5, 6, 7, 8, 9
Now, this array of numbers 0 to 9 in memory can also be interpreted like the figure below assuming a Row-major order:
0	1	2	3
	4	5	6
		7	8
			9
Thus a given Row-Major Upper-Triangular matrix can be interpreted as a Column-major “Lower-Triangular” matrix. 
Row-major upper-triangular matrix-vector multiplication can be treated as multiplication of “Transpose” of a Column-major lower-triangular matrix with the same vector.
Similar case for other variants as well. Here is a table listing how row-major TRMV operations can be mapped to column-major TRMV operations.
	Row-major TRMV variant
	Corresponding Column-Major Routine

	Lower Triangular*Vector
	Transpose(Upper Triangular)*Vector

	Upper Triangular*Vector
	Transpose(Lower Triangular)*Vector

	Transpose(Lower Triangular)*Vector
	(Upper Triangular)*Vector

	Transpose(Upper Triangular)*Vector
	(Lower Triangular)*Vector


[bookmark: _Toc299985503][bookmark: _Toc363487984]TRSV – Triangular Solve
[bookmark: _Toc299985504][bookmark: _Toc363487985]Requirement

TRSV solves one of the systems of equations

     A*x = b,   or   OP(A) *x = b,

Where 
a) “b” and “x” are n element vectors 
a. On entry, the routine parameter “x” holds the value of “b”. On exit, the parameter must hold the value of solved vector “x”.
b) A is an n by n unit, or non-unit, upper or lower triangular matrix.
c) Data Type can be “Single”, “Double”, “Single Complex” or “Double Complex”
d) Ordering of data in the matrix can be either “Row Major” or “Column Major”
e) OP(A) could be “Transpose” or “Conjugate (Hermitian) Transpose” or “No Transpose”
a. The conjugate transpose is applicable only for “Complex” variants of this function

No test for singularity or near-singularity is included in this routine. Such tests must be performed before calling this routine. (Courtesy: Netlib)

[bookmark: _Toc299985505][bookmark: _Toc363487986]API
[bookmark: _Toc299985506][bookmark: _Toc363487987]Single Precision STRSV
clAmdBlasStatus CLBLASAPI
clAmdBlasStrsv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);
[bookmark: _Toc299985507][bookmark: _Toc363487988]Double Precision DTRSV
clAmdBlasStatus CLBLASAPI
clAmdBlasDtrsv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);
[bookmark: _Toc299985508][bookmark: _Toc363487989]Single Complex CTRSV
clAmdBlasStatus CLBLASAPI
clAmdBlasCtrsv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);
[bookmark: _Toc299985509][bookmark: _Toc363487990]Double Complex ZTRSV

clAmdBlasStatus CLBLASAPI
clAmdBlasZtrsv(
    clAmdBlasOrder order,
    clAmdBlasUplo uplo,
    clAmdBlasTranspose trans,
    clAmdBlasDiag diag,
    size_t N,
    const cl_mem A,
    int offa,
    size_t lda,
    cl_mem X,
    int offx,
    int incx,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);
[bookmark: _Toc299985510][bookmark: _Toc363487991]Design
This section will only address “Column Major” data format. All the “Row Major” variants of TRSV can be derived from “Column Major” variants. This is similar to what was discussed for TRMV earlier.
There are 4 major aspects of TRSV that need to be separately designed. They are as follows:
1.  “Lower Triangular” 
2. “Upper Triangle” 
3.  “Lower Triangle Transpose”
4.  “Upper Triangle transpose”
Aspects like “data-type” of the matrix (or) the matrix being unit or non-unit triangular does “not” affect the design.
This section lists the parallel-design for the all the 4 cases below.
[bookmark: _Toc299985511][bookmark: _Toc363487992]DESIGN – Column Major - Lower Triangular (CM-LT)
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Figure 
5
 - TRSV - Column Major - Lower Triangular
)
The Triangular system is solved iteratively. See ITR1, ITR2,…, ITRN in Figure 5. ITR2 is sequentially dependent on ITR1; ITR3 on ITR2 and so on. So the iterations have to be performed serially one after another. 
Further, all Iterations perform 2 operations which are sequentially dependent. The first is solving the top-most light-green triangle followed by an update of RHS of the rows in the rectangular region. The second step corresponds to dark-blue rectangle in Figure 5. The rest of this section will discuss strategies for the green-triangle solving and blue-rectangle update.
[bookmark: _Toc299985512]Pale-Green Triangle Solve
The triangle solving act starts with 1 thread solving the tip of the triangle followed by other threads updating their RHS using the solved value and so on. Since this requires synchronization among parallel threads, only 1 workgroup can be involved. This implies the following:
1. Pale-Green Triangle Solving will be the weakest-link in the performance-chain
2. The Width of the Green triangle has implications on the total time for solving as well as the number of iterations (ITRx in Figure 5) that need to be performed.
a. Higher the width – More time spent on Green triangle – Which is BAD
b. Higher the width - Less iterations – which is GOOD
c. Higher the width  - More vectorized processing on the “dark-blue” regions without having to update the RHS – which is GOOD
d. However, due to non-linearities, (2*GOOD – BAD) need not necessarily be GOOD – Tuning is required.
Implementations need to work out the appropriate compromise. The “Triangle width” must be a configurable entity allowing kernels to be tuned for it.
Few optimizations that can be pursued while solving Pale-Green Triangle solve are below.
1. Instead of solving 1 variable at a time, implementation can solve 4 or 8 variables at a time allowing other threads to use vector processing to update their RHS.
2. Since the Pale-Green Triangle-Width will be comparatively less, the block can cache the RHS entirely in local memory. RHS updates can be completely done on local memory until the final update after which the RHS can be written back to memory.
3. The Triangle Portion of ITR2 can be coupled with the Rectangle portion of ITR1 so that both get done in a single kernel launch. Similar case for other iterations.
a. One of the workgroups can solve for both A and B marked in Figure 5 as both A and B corresponds to the same set of equations and hence the same set of RHS.
b. This can help to reduce the kernel launch latency
[bookmark: _Toc299985513]Dark-Blue Rectangular Region
The only responsibility of the dark-blue rectangle part is to update the RHS of each individual row with the “solved” vectors available from the preceding “pale-green triangle” part. 
The rectangle-update region can be divided among the various workgroups of a kernel launch as indicated in Figure 5. Each workgroup works on one portion of the rectangular region. 
[bookmark: _Toc299985514][bookmark: _Toc363487993]IMPLICATIONS OF THE DESIGN
· Unlike TRMV, there is no need for any intermediate or duplicate buffer although “x” vector needs to be updated.
· Each work group in the “rectangular region” is responsible for its own partition of RHS values and hence don’t interfere with each other.
· The Rectangle region needs (reads) solved RHS data corresponding to the triangle region. Since the triangle and rectangle are separated by a kernel launch and hence well synchronized, there is no chance of race conditions.
· Hence the “X” vector can be updated directly as TRSV proceeds. There is no need for any intermediate buffer or duplicate copy as was the case for TRMV
· Depending on the width of the rectangle, individual workgroups can iterate over the width accumulating RHS values before finally subtracting them from the corresponding RHS value in “x” vector.
· Like in TRMV, the final results of accumulation need to be written to Local Memory and then reduced to obtain a Per-Row result that can be used to update the RHS.
· Channel Conflicts – There will be uniform memory pressure in the system because blocks operate on consecutive regions of memory. Performance degradation due to channel conflicts will not be a factor.
· The solved RHS portions corresponding to the triangle can be loaded into Local Memory and re-used among different threads of the workgroup
· It would be useful to have the Y component of the logical workgroup size as a multiple of 16 (quarter wavefront size)
· Local Memory broadcast feature can be used because all the work-items sharing the same X value (consecutive Ys) read the same solved RHS value from Local Memory
· And the same set of threads also read consecutive elements from global memory – Coalesced memory access (Column Major Format)
· Successive threads should correspond to successive “Y” values. 

[bookmark: _Toc299985515][bookmark: _Toc363487994]DESIGN – Column Major – Upper Triangular (CM-LT)
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Figure 
6
 - TRSV - Column Major Upper Triangular
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The basic design is the same as the Lower Triangular one. The only difference being that the iteration proceeds from Right to Left.  The Triangle and Rectangle regions of ITRx appear inverted and hence the order of processing RHS as well. The general description of pale-light green triangle and the dark-blue rectangles is the same as the lower triangular case discussed in previous section. The optimization strategies and design implications discussed in the previous section holds good for upper triangular case as well.

[bookmark: _Toc299985516][bookmark: _Toc363487995]DESIGN – Column Major – Lower Triangular – Transpose (CM-LT-T)
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Iteration consists of 2 Kernel Launches - One kernel Launch to process the pale-green triangular tip; another kernel to process dark-blue rectangles. 
Can be optimized to 1 kernel launch if required by processing B&A together.
)

 (
Figure 
7
 - TRSV - Column Major Lower Triangular Transpose
)
When the lower triangle is transposed, it becomes an upper triangle with the triangular tip on the right side (named FIRST in Figure 7) becoming the first triangle to be solved. So instead of transposing and then solving, one can start solving starting from the triangle tip towards the right side (named FIRST in Figure 7) as shown in Figure 7.
[bookmark: _Toc299985517]Channel Conflicts
When successive blocks process successive rectangles in any given iteration, they are actually working on memory regions separated by a huge stride depending on the “lda” and “data-type”. This opens up possibilities of channel conflicts. However, the biggest detriment to performance comes from the pale-green-triangle region which is small, serial and control-intensive.
[bookmark: _Toc299985518]Memory coalescing, Local Memory Bank conflicts
Memory access pattern for the transpose case is different from the non-transpose case. As one can see from the figure above, the “Y” direction corresponds to one  equation in the set of equations and “X” direction correspond to coefficients of a specific variable in a given set of equations.  
“Y” portions of a logical 2D work-group will access consecutive elements from the “A” matrix resulting in coalesced global memory access (column-major format). Consecutive “Y” elements also access consecutive solved-variables available from solving the triangle. These solved-variables can be cached in Local Memory. Depending on the width of the data-type and vectoring, this access may cause shared memory bank-conflicts.
An alternate way to avoid the bank-conflict is to allow consecutive threads in the workgroup to work for the “X” direction. These consecutive threads will now work for a single variable in different equations and hence need to read a single solved value from Local memory. The Local Memory broadcast feature can be exploited for this. However, reads from “A” matrix will be completely un-coalesced. One way to mitigate this is to load “A” matrix in coalesced fashion (like the previous strategy discussed in previous paragraph) and store them in Local Memory and then re-use it later. Just the storing of “A” matrix values themselves will lead to conflicts depending on the width of the data-type and vectoring in question. Apart from that this, the consecutive threads will read local memory with a stride. This will cause additional bank conflicts. On the whole, this strategy will create more bank conflicts than the previous strategy.
Hence this design recommends the former way which is straightforward and clean.


[bookmark: _Toc299985519][bookmark: _Toc363487996]DESIGN – Column Major – Upper Triangular – Transpose (CM-UT-T)
 (
Figure 
8
 - TRSV - Column Major - Upper Triangle - Transpose
) (
RHS
X-AXIS
Y-AXIS
ITR1
ITR2
ITR3
ITRN
)

The basic design is same as the “Lower Triangle Transpose” case. The Y direction corresponds to one equation. The X direction corresponds to the coefficients of 1 variable in all equations. All the design points discussed in the previous section (on lower triangle transpose case) holds good for this case as well. Figure 8 illustrates the order of processing.



[bookmark: _Toc363487997]SYMM – Symmetric Matrix Multiplication
[bookmark: _Toc363487998]REQUIREMENT
SYMM performs one of the following matrix-matrix operations
· C := alpha*A*B + beta*C     	(will be referred as LSIDE)
· C := alpha*B*A + beta*C 		(will be referred as RSIDE)
Where
· C is a “M x N” matrix
· A is symmetric matrix of size MxM (or) NxN depending on whether A appears to Left (or) Right of B respectively
· Only the Upper (or) Lower portion of A is given
· B is matrix of size MXN (regardless of whether it appears to the left (or) right of A)
· “A”, “B”, “C” and “alpha” can be of one of the following data-types
· “single”  		- Single Precision Floating point number
· “double”  		- Double Precision Floating point number
· “single complex”  	- Single precision Complex number
· “double complex” 	- Double precision Complex number
· “A”, “B” and “C” matrices can be in column or row major order
[bookmark: _Toc363487999]API

clAmdBlasStatus CLBLASAPI
clAmdBlasSsymm(
    clAmdBlasOrder order,
    clAmdBlasSide side,
    clAmdBlasUplo uplo,
    int M,
    int N,
    float alpha,
    const cl_mem A,
    int offa,
    size_t lda,
    const cl_mem B,
    int offb,
    size_t ldb,
    float beta,
    const cl_mem C,
    int offc,
    int ldc,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

clAmdBlasStatus CLBLASAPI
clAmdBlasDsymm(
    clAmdBlasOrder order,
    clAmdBlasSide side,
    clAmdBlasUplo uplo,
    int M,
    int N,
    double alpha,
    const cl_mem A,
    int offa,
    size_t lda,
    const cl_mem B,
    int offb,
    size_t ldb,
    double beta,
    const cl_mem C,
    int offc,
    int ldc,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

clAmdBlasStatus CLBLASAPI
clAmdBlasCsymm(
    clAmdBlasOrder order,
    clAmdBlasSide side,
    clAmdBlasUplo uplo,
    int M,
    int N,
    clFloatComplex alpha,
    const cl_mem A,
    int offa,
    size_t lda,
    const cl_mem B,
    int offb,
    size_t ldb,
    clFloatComplex beta,
    const cl_mem C,
    int offc,
    int ldc,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

clAmdBlasStatus CLBLASAPI
clAmdBlasZsymm(
    clAmdBlasOrder order,
    clAmdBlasSide side,
    clAmdBlasUplo uplo,
    int M,
    int N,
    clDoubleComplex alpha,
    const cl_mem A,
    int offa,
    size_t lda,
    const cl_mem B,
    int offb,
    size_t ldb,
    clDoubleComplex beta,
    const cl_mem C,
    int offc,
    int ldc,
    cl_uint numCommandQueues,
    cl_command_queue *commandQueues,
    cl_uint numEventsInWaitList,
    const cl_event *eventWaitList,
    cl_event *events);

[bookmark: _Toc363488000]DESIGN
The first thing to look for is “Can we take advantage of the symmetric nature of the “A” Matrix and reduce the computation”?
[bookmark: _Toc363488001]Leveraging Symmetry - Switch (SIDE)
[bookmark: _Case_LSIDE]Case LSIDE
Let us assume that the matrix is “blocked” and refer the matrix indices as “block indices”. A non-diagonal block at position <I, J> has the same contents as a block at <J, I> position in the A matrix. Let us refer the former block as BIJ and the symmetric counterpart as BJI. 
The block BIJ participates in the computation of “I” block-row of the C matrix (as part of multiple work-groups – Each work groups works on a Tile in the block-row of C matrix).  BIJ gets multiplied with all blocks in the “J” block-row of B matrix. 
The block BJI participates in the computation of the “J” block-row of the matrix C. It gets multiplied with all blocks in the “I” block-row of the B matrix. 
Thus one can see that it is not possible to re-use results of block-multiplications unless I==J. When I==J there is no re-use because we compute a row in matrix C only once.
The only other optimization that can be considered is to load BIJ once and re-use it for BJI as well. Thus workgroups that compute “I” block row of C matrix also compute partial results of “J” block row of C matrix for different values of “J”. However such an implementation would require atomic updates on C matrix data which can significantly bring down performance. 
On the whole, there is no free lunch.
Case RSIDE
Applying the same arguments as in LSIDE, one can see that BIJ of “A” matrix gets multiplied by all blocks in the “I” column of B matrix elements to produce the “J” block-column of C matrix. BJI is similarly multiplied by the “J” block column of B matrix to produce the “I” block column of C Matrix. So re-use of computation is out of question.
On the whole, there is no free lunch for this case as well.
[bookmark: _Toc363488002]A Block Row– LSIDE and RSIDE
Since only the Lower or Upper triangle of the symmetric matrix is given, scanning a block-row during multiplication needs to re-use available data. Figure 9 and Figure 10 show how a block-row appears in lower-triangular and upper-triangular matrix.
 (
Figure 
9
 - SYMM - Block Row in Lower Triangle
) (
Block Row shown in Green. The Pale green portion is the replica of the lower-diagonal portion of the Symmetric matrix for the diagonal block.
X-AXIS
Y-AXIS
)

 (
Figure 
10
 - SYMM - Block Row in Upper Triangle
) (
X-AXIS
Y-AXIS
A Block Row shown in Green. The Pale green portion is the replica of the upper-diagonal portion of the Symmetric matrix for the diagonal block.
)

[bookmark: _Toc363488003]Parallel Breakdown
The matrix multiplication proceeds by tiling the C matrix logically and by assigning 1 work-group to compute one tile. This blocking is the conventional way of implementing matrix multiplication to achieve performance. 
Although SYMM is a compute-intensive kernel, FLOPs can come down if data cannot be served to the compute cores in time. The bandwidth optimization has to start all the way from Global memory to the Registers in order to achieve peak performance.
This section will analyze the global memory bandwidth case.
Optimizing Global Memory Bandwidth
The tile-numbering has direct consequences to the global memory bandwidth utilization. The following figures show 3 different ways of tile-numbering. These are just possible ways of doing it. All of them have their pros and cons.
 (
Figure 
11
 - SYMM - “C” Matrix Logical Tiling – Column Major Numbering
) (
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Figure 
12
 - SYMM – “C” Matrix Logical Tiling – Row Major Numbering
)
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Figure 
13
 - SYMM - "C" matrix logical tiling – Anti-Diagonal Numbering
)
A quick analysis shows that each approach has a pitfall either towards channel conflict (LDA quirks) or towards the re-use of data in L1 cache if images are used.
This design proposes a new approach to parallel breakdown.
The idea is to retain the column-based tile numbering. However the numbering wraps back to row0 after counting “compute units” number of blocks and so on until the entire width of the matrix is filled. 
After that, the numbering continues from the row next to “compute unit” number of rows and so on. The following figure illustrates the numbering for a GPU with compute unit of 4, a square matrix of the order of 10 blocks.

 (
0
4
8
12
1
5
9
13
2
6
10
14
3
7
11
15
36
37
38
39
40
44
48
52
41
45
49
53
42
46
50
54
43
47
51
55
76
77
78
79
80
82
84
86
81
83
85
87
98
99
4 Compute Units
Matrix Width = 10*BLOCKWIDTH
Matrix Height = 10*BLOCK_HEIGHT
)
 (
Figure 
14
 - SYMM - C Matrix logical Tiling - New numbering scheme
)

Throughout this section, “A” matrix refers to the Left Side Matrix, “B” matrix refers to the “Right side matrix” and “C” refers to the output matrix.
Let us analyze Figure 14 from a column major perspective. Consecutive workgroups work on different rows of the C Matrix. So, their access to the LSM (Left side matrix) will correspond to consecutive memory regions resulting in uniform memory pressure.  Active workgroups working on the same compute unit can share the L1 cache (if images or const restrict buffers) because they all need to access the same row in LSM. Access to RSM is also spread out with different active blocks accessing different block-columns. These accesses are still susceptible to the LDA. If the LDA permits, the RSM accesses also create a uniform memory pressure in the system.
For Row-major order, the block numbering scheme in Figure 14 works well. The LSM accesses are susceptible to LDA. However, the accesses are cached (if images or const restrict pointers) and hence will have a mitigating effect. Active Blocks executing on a compute unit access adjacent block-columns in RSM which are consecutive memory regions. This will try to create a more uniform memory pressure.
Be it row-major or column-major, use of “const restrict” pointers for A will ensure that there is good L1 cache re-use among active blocks running on same compute unit. This can save accesses to A from LDA quirks. B matrix access is susceptible to LDA quirks. We cannot avoid this in this design (for column major only).

[bookmark: _Toc363488004]Block Matrix Multiplication
This design proposes to follow the register-blocking technique proposed in Magma BLAS paper. Dr. Dongarra and Team have also worked on writing GEMM routines for AMD GPU. The details are in present in this whitepaper. This whitepaper uses the OpenCL version of the fast GEMM implementation written in IL by Nakasato and Team. Nakasato implementation too proposes a register blocking technique. Nakasato and team have used texture caches and hence their blocking model is very straightforward – They assign an 8x8 contiguous block to each thread. However this is not friendly towards Local Memory Banking. This design proposes a hybrid blocking model that is similar to the MAGMA BLAS paper but optimized for AMD GPUs.
The Magma paper discusses why GEMM routines had to be re-written for NVIDIA FERMI GPUs instead of plain auto-tuning of existing code.
The important factors for re-writing GEMM for FERMI as per the paper were:
1. Shared Memory in FERMI got order of magnitude slower than Registers
2. Using Texture (Images) instead of matrices to smooth of out the spiky GFLOPs graph (Fig 3 in the paper)
This case is readily applicable to AMD GPUs as well. LDS is 6 to 7x slower than registers in AMD GPUs and hence register blocking is of utmost importance to achieve peak performance in AMD GPUs as well.
This design proposes to introduce a new level of blocking apart from tiling to improve performance. This is in accordance with the Magma BLAS paper. The conventional tile approach will assign 1 thread to work for 1 row in the output block. This way, elements in A Matrix row need to be accessed only once and can be subsequently cached in registers. These registers can be re-used for all columns in the output block.  However such an approach requires the B matrix to be in Local memory or texture cache which is not as fast as “Registers”. Thus they become the bottleneck to performance. The idea is make a thread re-use both row and column elements that it accesses. This is possible only if a thread works for more than 1 row and more than 1 column.
The following figure illustrates the blocking of an output block in C matrix.
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 - SYMM 
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Sub-
Blocking of a C Matrix output block
)

The output block matrix BY x BX is divided into multiple blocks “by x bx” for processing. The thread block size is “by x bx”. BY, BX, bx, by are all parameters that can be tuned for this algorithm. The thread-block starts its computation by sweeping Row-Sub-block #1 (See Figure 15) by performing MAD operations and accumulating it in registers. At the end of scanning Row-subblock-1, the thread blocks have “column” elements for their respective output elements. Subsequent row-scanning will need to just load only the row elements. The column elements can be re-used. This re-use contributes to performance.
A and B Matrix Scan
The A and B matrix are swept from left to right and top to bottom respectively. Entire sub-block of A is accessed and entire-width of B matrix is accessed. The following figure illustrates the case.

 (
Figure 
16
 - SYMM - A and B matrix scan
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“A” and “B” matrices are scanned as shown in Figure 16 above. All threads in the workgroup (“by x bx”) participate in loading the “V” amount of columns in A matrix and “V” amount of rows in B matrix. “V” is a parameter that can be tuned for this algorithm.  This column and row strips are stored in Local Memory at start of the algorithm. 
After this, the workgroup performs the rank-1 update required for the sub-blocks in Figure 15 in a row-major fashion. Inside each sub-block, consecutive threads work for the same row and hence require the same data from the row-strip. This can be broadcast from Local memory. So this mandates “bx” to be a multiple of 16. These threads require successive elements from the cached B matrix row-stripes. This can result in bank-conflicts depending on the data-type and vector-width used.
The algorithm needs to be tuned for 6 different parameters. They are as follows:
1. BY – Y size of the Tile
2. BX – X size of the Tile
3. by – Y size of the workgroup
4. bx – X size of the workgroup
5. V – Width of the row and column stripes used during the multiplication
6. Vector Width – Vector width used for processing
a. Parameter V must be a multiple of “vector width”




